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Artificial Intelligence
Readying Your Data

Take these steps to make the most of AI and launch a proof of concept

In 2017, The Economist identified how dramatically the world has changed when it reported, “The world’s most 
valuable resource is no longer oil, but data.”1 In a 2018 study conducted by Fortune, CEOs were surveyed about that 
development, with 73 percent citing the rapid pace of technological change as the single biggest challenge they face.2 

Those two trends, accelerating change and the growing importance of data, intersect in one of today’s most keenly 
discussed emerging innovations—artificial intelligence (AI). What do those same CEOs from the Fortune survey think 
of AI? More than 80 percent identified it—and specifically machine learning—as crucial targets of investment for the 
future.2 It comes as little surprise when you consider that a 2017 study from Accenture, across multiple industries and 
geographies, found that AI can increase profitability by 38 percent.3

Tapping the power of data for AI 
AI offers companies a revolutionary avenue for transforming 
business. The opportunities of AI span critical goals 
such as improving decision-making, automating key 
processes for improved efficiency, unlocking new insights, 
accelerating time to market, driving innovation, and 
growing revenue. The ultimate aim is greater differentiation 
in the marketplace, leading to innovation-powered 
competitiveness and growth. 

Once a term limited to science fiction, AI is fast becoming 
mainstream. Just about every industry is exploring or 
actively undertaking an AI deployment. This is due to 
factors ranging from the falling costs of processing and data 
storage to the advances developers and data scientists have 
made in AI algorithm design (e.g., neural networks), leading , 
leading to greater accuracy in training models.

However different the myriad AI use cases may be, from 
object detection to natural language processing (NLP), they 
all have one thing in common: data. AI applications can 
sense, reason, act, and adapt. They manage this by learning 
from an often large and diverse data set. That data is then 
used to create, test, and train models. The trained model 
is employed to deduce results from similar, new, or unseen 
data. The key is making sure the right data exists to both 
create the model and then feed it for ongoing inference.

In short, data is the heart of any effective algorithm, so as 
you look to harness the promise of AI for your business, the 
first question to ask is this: Is my data ready? 

Preparing your data for AI 
Intel works with many organizations currently investigating 
AI solutions, some for the first time and others as part of an 
expanding effort. For each one, the path starts with the data 
and with asking some critical early questions, including:

• Is the problem or opportunity to be addressed with AI 
clearly defined? 

• Are priorities set around where AI will deliver the most 
business value?

Such inquiries should begin up to a year before pursuing AI. 
While the questions may differ slightly from organization 
to organization, your objective is to determine if there are 
appropriate AI opportunities worth pursuing and, if so, which 
will yield the greatest benefit for your business. You may 
conclude that AI is not the right strategy for you at this time. 
But if you determine that AI makes sense, you will want ample 
time to plan and prepare.  

Locate your data
If you’re like most companies, your data is scattered far 
and wide across your business and disparate sources. Even 
if you have a central database, your data likely lives in a 
constellation of databases, most of which are probably cut off 
from each other: Sales data is separate from marketing data. 
Finance data is disconnected from HR data. To complicate 
things further, some of those repositories no doubt reside 
inside the cloud—but outside the knowledge and oversight 
of your IT department. 
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So, before you can establish your data’s AI readiness 
you must first locate and account for all of your various 
databases. At the same time, as you review those resources 
you will want to capture the types of data you possess (i.e., 
structured and unstructured). Only then can you confidently 
identify the additional data you require for the algorithms 
you will build for your AI application.

Evaluate your data
Now that you’ve located and cataloged your data assets, 
the next step is determining the real value of that data. 
Only quality data will deliver the AI benefits you want. In 
other words, before proceeding too far it is important to 
determine how much of your data is actually usable. All 
too often, despite our best intentions, our databases prove 
incomplete, differ in organization or taxonomy, and/or are 
duplicative with regard to content. 

IBM estimates that poor quality data costs the US economy 
a staggering $3.1 trillion—annually.4 It can start innocently, 
with a demanding deadline pressing you to use bad data 
to overcome a near-term challenge without resolving the 
underlying issue. That failure can cost those relying on the 
data considerable time and expense down the road. 

Scrub your data
Many organizations have dirty or bad data that is incomplete, 
siloed, fraught with privacy issues, mislabeled, or worse. 
Before it can be successfully analyzed in a given application, 
the data often requires significant preprocessing. That 
means culling duplicate information, filling in missing fields 
or details, and correcting any errors or misspellings. There is 
also the issue of data corruption or noise and the potential 
with large data sets for a large number of predictor variables/
instances.

It is also important that the data is organized in like fashion, 
or normalized, across the organization to facilitate easier 
aggregation later. Of course, most companies will have data 
that cannot be neatly normalized to comply with models 
or workflows. This data should be flagged and separated 
out into its own location to prevent it from undermining 
development of your algorithms. 

Centralize your data
Centralizing your data will enable you to better manage 
it to ensure that this new level of data quality you have 
achieved is maintained and protected. This includes labeling 
your data. Both AI and machine learning need the labels to 
accurately analyze the data and produce insights. 

Collect your data 
From training to ongoing inference in the wild, identify all 
the relevant data sources you will need. Consider tools 
and processes to help and/or purchase existing data sets 
or pretrained models to speed the process. A commonly 
overlooked data consideration is setting up repeatable data 
generation for training and deployment. 

Asking the right questions 
You have put in the work to ensure that your data is solid—
now what? It is time to focus on what exactly you want to do 
with AI. Here are some questions you might start with: 

• Is the planned infrastructure architecture clear   
and appropriate? 

• Are all necessary data sources clearly understood   
and accessible? 

• Can your chosen software packages deliver the AI   
solution end to end? 

• Are sufficient skills and resources available (either  
in-house or externally)? 

• Have expectations been set around training and   
learning times? 

The good news is exploring these questions need not be 
costly or unduly time consuming. They can be explored with 
relative ease by undertaking a proof of concept (PoC). 

The path to your AI PoC 
A PoC is a closed but working solution that can be evaluated 
and tested and can help you:

• Deliver more immediate value 

• Gain skills and experience 

• Test hardware, software, and service options 

• Identify and resolve potential data bottlenecks 

• Highlight impacts on IT infrastructure and the wider business 

• Raise the positive profile of AI and grow user trust

of companies plan to 
implement ai in the 
next three years

Source: “Is Your Business AI-Ready?” Genpact, 2017.
www.genpact.com/lp/ai-research-c-suite

2



Technology Brief | Readying Your Data for Artificial Intelligence Deployments

 

As noted earlier, your AI PoC should only begin when 
you are clear about what you are looking to achieve with 
the project. Considerations should include what your 
competitors are doing with AI and the ready availability 
of in-house expertise. The aim is to identify the business 
case for the PoC, assessing its value, cost, and risk. Note 
that you do not have to make that assessment alone. Intel 
and others provide data science expertise to assist your 
team, while communications service providers offer AI as a 
Service to support your AI project.

With the outline of the goal set, you can begin to add 
detail. Dig into the opportunity to be addressed more 
deeply, thinking about the broad AI categories (e.g., object 
detection, NLP, speech recognition, robotics). You can also 
begin to work out the technical demands and challenges 
you are likely to encounter, squaring those against the 
skills available within your current teams. 

This is the step in which to define evaluation criteria for the 
PoC. This is especially valuable for engineers as they can 
convert the criteria into evaluation elements that can be 
designed, measured, and continuously tested, preferably 
in an automated manner. Evaluation criteria can include 
accuracy, completeness, timeliness, scale, compatibility, 
flexibility, and engineering. Additionally, you can assess 
based on decision-making quality, or what is commonly 
called explainability. This means checking for bias, 
fairness, causality, transparency, and safety. 

The design and deployment of the solution being tested 
in the PoC are next. Use a test-and-learn approach to 
maximize insight. A range of technologies is necessary, 
including: 

• Underlying hardware products and systems 
infrastructure 

• Software enhancment for AI to drive the infrastructure 

• Enabling AI frameworks to support the planned solution 

• Visualization and front-end software and/or hardware 

Also, determine whether it makes more sense for you 
to buy or reuse hardware and software, and if it is 
appropriate for your organization to turn to cloud services. 
Then you can build the models, train, and tune. As you 
look to introduce more AI-based use cases into your 
workflows, building on your own CPU-based systems is 
likely the smartest path forward, especially as most of 
the world’s primary deep learning inference methods are 
already run on CPUs. 

After completing steps 1 through 4 you want your PoC to 
deliver on its promise by aligning with your overarching 
AI strategy. Getting there is all about scale: scaling up 
inference capabilities and the broader architecture, tuning 
and optimizing the PoC, scaling out to other business use 
cases, and planning for management and operations.

These steps come courtesy of the Intel white paper,  
“5 Steps to an AI Proof of Concept.” For more, read the 
complete report at ai.intel.com/white-papers/5-steps-to-
an-ai-proof-of-concept-2/.

step 1: confirm the opportunities

step 2: characterize the problem and profile the data

step 3: evaluate for business value
step 5: scale up the poc

step 4: architect and deploy the solution

When properly designed and executed, a PoC can be an invaluable tool for helping decision-makers explore the 
impact of AI, while still maximizing value and minimizing risk. Here is how to get started: 
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Breaking barriers between model and reality
Data is dramatically changing business as we know it. It is 
driving innovation, efficiency, productivity, new models 
of operation, and entirely new revenue opportunities. Put 
simply, data is the greatest fuel for competitive advantage 
today. The urgent question faced by a growing number of 
companies is: how do I make the most of my data?

AI offers an unprecedented means for unlocking the value in 
your data. For those able to clearly map out their AI objectives 
and take the necessary steps to prepare their data, the rewards 
can empower those companies to work smarter, move faster, 
and thrive in a rapidly changing marketplace.
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Further explore how to prepare your data for AI—
and how Intel can help: ai.intel.com.
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