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Summary 

As new innovative microprocessors are being brought into the market, one of the biggest drivers is 

artificial intelligence (AI), especially machine learning (ML) workloads, but other AI use cases exist as 

well, from processing traditional analytics applications on big data to high performance computing 

(HPC). When enterprises are evaluating whether to make use of a new chip, they are often making 

considerable investment decisions. For example, a cloud-based product or service with a global 

audience may require millions of data processing operations per hour, providing the right processor in 

the data center is a major undertaking in terms of costs, resources, and effort. This report is designed 

to help users of such chips or those considering the need for such chips, when making large 

investment decisions for supplying data centers or massively distributed edge devices, with pointers 

to what should be evaluated beyond basic performance statistics. 

Recommendations for the enterprise 

Investing in new microprocessors for high scale-out applications is an expensive undertaking, in base 

cost but also in time and commitment to integrate the new device and make it work. The first position 

should therefore be: what do we have now; at what point does our workload reach a level that we 

need to expand our compute resources; and should that be into a new type of microprocessor. These 

considerations also relate to the lifecycle of the application: are processor resources being considered 

for the development and testing phase or is it ready for production (the compute workloads will differ 

in each case). Is the compute resource being pushed 24×7 or is it part of a chain of compute 

resources? If so, identifying the bottleneck in the process is advisable.  

Use of AI in applications and services is predicted to increase and the pressure on compute resources 

will increase in turn. Therefore, it is important to understand the nature of AI workloads: what is the 

demand on processing speed and on energy; how easy is it to program the device; and how easy is it 

to make changes. We go into some detail below to explain the difference between training and 

inference (production use), for example, training requires the most compute and is often done in the 

cloud, but unless it is necessary to repeat training frequently (this will depend on how dynamic/static 

the application is), once it is out in production the inference compute is relatively small in comparison 

to training but it may be repeated millions of times, so the energy factor may outweigh the need for 

speed to retain an acceptable total cost of ownership. 

Once the need for acquiring or renting new microprocessors is reached, we have identified a set of 

criteria for evaluating the suitability of a microprocessor, especially for AI applications. By evaluating 

needs against these criteria, it is possible to build a total cost of ownership assessment that is more 

representative of the device's suitability for real-world applications. 

The complex choices to be traded off when choosing a 
microprocessor 

The challenge for evaluators of new microprocessors is to understand the types of workloads likely to 

be used on the device, and how these workloads may have conflicting requirements. To take the 

example of AI workloads, these often entail linear algebra calculations such as multiplications of 



 Implications for investing in a new microprocessor: essential checklist 

 

 

© 2019 Ovum. All rights reserved. Unauthorized reproduction prohibited. Page 3 

 

 

 

matrices. These matrices can be very large, and how they are populated has an impact on the 

efficiency of the method used to perform the calculation. Densely populated matrices are typically 

found in deep learning (DL) neural networks and new generation microprocessors typically have hard-

wired cores to perform such calculations. However, a different type of algorithm may use sparse 

matrices, and these would not run efficiently on hardware elements designed for dense matrices. 

Understanding the type of workload requirements is essential in making the right processor choices.  

The terminology around AI can be confusing, so to be clear, ML is a branch of AI, and it spans 

decades-old proven technologies as well more recent advances such as DL. The many algorithms 

that exist in the AI field can have quite different processing requirements. 

There are also trade-offs to be made around scale. For a relatively small number of microprocessors 

used to solve a research problem, the cost calculation will be different to a use case that requires 

thousands of the devices housed in the cloud to service internet users. 

Finally, there is a preparedness factor to be considered by evaluators. For those enterprise 

applications not yet using AI, we hear of significant AI research undertaken that will feed into future 

releases and is likely to do so in the lifespan of the hardware infrastructure. Anticipating this trend for 

future demand in AI hardware support will reduce the risk of having a short-gap.  

What to look for in a new chip: detailed criteria 

The scope of this report is any type of new chip, whether a CPU or an accelerator of some kind that 

works with a CPU. With considerable activity in the market around processing AI workloads, we will 

pay attention to the different types of calculations conducted in AI workloads.  

We identify 11 different criteria upon which a new microprocessor needs to be assessed: 

1. Performance statistics 

2. The microprocessor's instruction set architecture 

3. Availability of benchmarks 

4. AI use cases 

5. Maturity of software stack 

6. Power requirements 

7. Memory efficiency 

8. Chip connectivity 

9. Algorithm change cycle speed 

10. Security of chip 

11. Total cost of ownership. 

The sections below go into more detail on each of the above criteria. 

1. Performance statistics 

Chip performance is the highest profile set of statistics released by a manufacturer. It will include 

capabilities such as number of cores, base frequency, and maximum achievable frequency; number 

of concurrent threads supported; bus speed, cache size, bandwidth and throughput; and instruction 

latency. Chips can be designed for specific types of workloads, such as processing dense matrices, 

but you may need sparse-matrix calculations. Therefore, look for your type of workloads in the 

benchmarks. We go into more detail when we discuss AI use cases in criterion 4.  



 Implications for investing in a new microprocessor: essential checklist 

 

 

© 2019 Ovum. All rights reserved. Unauthorized reproduction prohibited. Page 4 

 

 

 

2. The microprocessor's instruction set architecture. 

The design of the instruction set architecture (ISA) is crucial for how well the software integrates with 

the hardware. Instruction set components such as the choice of operands available, the address 

modes, and supported operations, all reflect on how easily developers will find working with the chip, 

as well as supporting novel modes of calculation. For example, the availability of lower bit resolution 

processing is useful for AI, as it leads to greater efficiency without a noticeable reduction in accuracy.  

Thus, an important consideration is how well the chip performs on basic requirements, say for data 

center applications, and if it can augment that with the needs of trending workloads – such as from AI 

– and do so highly effectively. With edge computing on the rise, support for the network and mobile 

edge is also essential, and this may involve a heterogenous approach that balances compute needs 

from the edge to the cloud, using the right chip at the right point in the chain.  

3. Availability of benchmarks 

Independent benchmarks are essential. The ideal is data publicly available from a benchmarking 

agency, usually a cross-industry body supported by all the major players. The CPU SPEC 

benchmarks, it can be argued, helped propel Moore's law for as long as it did, and efforts are being 

made for a similar benchmarking activity in the AI field; a notable one is MLPerf. The next best 

alternative is running your own benchmarks as part of proof of concept (POC), but ideally you want to 

shortlist microprocessors based on public data before going through a time-consuming POC exercise. 

4. AI use cases 

AI use cases are driving a considerable part of the innovative microprocessor market. Such workloads 

fall into three categories: training, inference, and real time (RT) continuous learning. In training DL 

neural networks (and other types of data-driven models), there is a need to continually iterate data 

through the model, both forward and backward (we refer to passing from input layer to output layer in 

"forward" and then output layer to the input layer in "backward"). Such iterations can run into millions 

for big data models. The performance statistics are therefore key in this scenario.  

In inference mode, the model has been trained and is being used in production, with new data 

appearing at the input of the model. To process the new data, there is only a single forward pass 

necessary through the model. Therefore, the workload on the microprocessor is considerably less 

than in training, and other bottlenecks in the overall chain of calculations may dominate (e.g., the 

extract-transform-load part of the data lifecycle).  

In RT learning, there is some training undertaken during inference mode. This is typically not as 

intensive as training in development. For example, there may be simple updates performed on the 

model in single backward passes as contrasted with running millions of backwards operations in 

models that are trained in the development phase. 

There are two key questions here. First, is understanding the processing requirements between the 

different AI modes described above, and how best to support that. Second, given the AI workload, 

how best to exploit existing processing capabilities in the data center that is already part of the data 

flow, versus adding specialized microprocessors and creating a new cost. 

To give some examples, DL is used in vision processing and has requirements for dense matrix 

multiplications – for high resolution images these can be significant calculations. The models are 

typically trained in development on data center machines with processors that can handle the heavy 
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numerical workloads and may have relatively high power requirements, and then run in inference 

mode in the field with the processing performed on microprocessors that have a different set of 

characteristics, requiring less numerical processing and more emphasis on speed for example, as 

well as being more energy efficient.  

5. Maturity of software stack 

This is possibly the criterion most likely to catch out evaluators, as they assess a microprocessor and 

neglect to consider the implications for their developers. The software stack that needs to be available 

for a chip comprises the following points: 

▪ It must offer support for a wide range of development languages. Traditionally, chips 

for embedded applications have support for C/C++, but with AI applications there is a 

need to support programming languages used by this community: Python primarily, 

but we expect Julia to rise in prominence.  

▪ A range of development tools for programmers to write code, model, simulate, test, 

and debug applications on the target chip should be available. With chips hosted on 

the cloud, a developer need never touch the actual chip but develop on it remotely. 

▪ A key question is how well the chip integrates natively with the wider ecosystem and 

tool sets. For AI, this would include support for popular frameworks/libraries such as 

TensorFlow, MXNet, and more. This means developers do not need to learn new 

frameworks and libraries but can harness their existing skills. 

▪ With a heterogenous approach to computing, where applications run on multiple 

types of microprocessors, exploiting specialized processing that can be described as 

heavily scalar, vector, or matrix, the question is how easily the programming 

development environment supports these different types of processing in a seamless 

way. 

▪ Chips need also to be used at scale and the question here is what distributed 

software support exists for balancing workloads across multiple chips. 

6. Power requirements 

The energy efficiency of the chip is important when there are constraints on where it will run, such as 

the edge, but also when needed to be scaled out to thousands of chips in a data center. As part of the 

overall cost calculation the power consumption is a key factor. 

7. Memory efficiency 

New generation architectures aim to reduce the delay in getting data to the processing point. Several 

strategies are available from near-memory to processor-in-memory (PIM) designs. The driver is 

always reducing latency, typically for processing streaming big data to analytic engines and AI 

workloads. Increasingly in-memory processing capability is an essential feature. A recommendation is 

to assess designs for parallelism of in-memory data services. 

8. Chip connectivity 

On-chip connectivity relates to how data flows between processing elements. This has given rise to a 

new kind of on-chip bus called network-on-chip (NoC). IP companies that are licensing such networks 

to AI companies have appeared. The speed of connectivity matters when it comes to accelerating AI 

algorithms. 
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Off-chip communication comes into play at the system level and is a key specification criterion for AI 

chipsets. The memory interface, such as DDR5 or HBM, is a popular choice. To communicate with a 

CPU, PCI Express is often used. There are also buses proposed, such as OpenCAPI, for memory 

sharing between the CPU and the accelerator chip.  

9. Algorithm change cycle speed 

Modern microprocessor design involves making decisions on what to hardwire and what to program to 

allow for the full flexibility. The more parts of the algorithm that are hardwired the longer it takes to 

make changes. The cost of speed therefore needs to be balanced against delays when changes take 

place. Changes occur not just for corrections but due to changing needs as market/environment 

conditions change and therefore necessitate an algorithm change. Factoring in change frequency and 

the speed of change is therefore essential. 

10. Security of chip 

Cybersecurity is an increasingly important part of the considerations in chip use. Chips need to be at 

least as strong as other parts of the security chain. This may involve having hardware hooks that 

embed security credentials that are impervious to being changed. 

11. Chip cost and total cost of ownership 

The final part of the assessment is where all the previous strands are brought together and factored in 

as cost and added to the cost of the chip itself. The total cost of ownership, especially for internet-

scale applications, will provide the real-world cost of using the chip.  

Appendix 

Further reading  

Deep Learning Chipsets, Tractica DLC-19, 1Q 2019. 
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Our unique combination of authoritative data, market analysis, and vertical industry expertise is 

designed to empower decision-making, helping our clients to profit from new technologies and 

capitalize on evolving business models. 

Ovum is part of Informa Tech, a B2B information services business serving the technology, media, 

and telecoms sector. The Informa group is listed on the London Stock Exchange.  

We hope that this analysis will help you make informed and imaginative business decisions. If you 

have further requirements, Ovum's consulting team may be able to help your company identify future 

trends and opportunities, please contact us on  

https://ovum.informa.com/contact/contact-us 

consulting@ovum.com 
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